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Abstract

The aim of this paper is to substantiate methodological approaches to commercial real estate valuation
through the integration of heterogeneous data, and to demonstrate their application within the Moscow
market. A methodology for constructing a multimodal automated valuation model (AVM) is presented,
built on the integration of structured, geospatial, and semantic data. The study was conducted in the street


https://orcid.org/0009-0001-4666-5740
https://orcid.org/0009-0002-7256-9530

retail segment of the Moscow commercial real estate market. Three sequential feature configurations
were developed: a baseline model, a model extended with geospatial characteristics, and a model further
augmented with interpretable features extracted from property text descriptions via the GigaChat
language model. Modeling was performed with CatBoost and Light GBM algorithms. Hyperparameters
were optimized through cross-validation on the training sample, and final model quality was assessed on
a held-out test set. Adding geospatial features reduces the mean absolute percentage error by 17—20% for
both algorithms-a significant reduction. The inclusion of LLM-derived semantic features yields a further
accuracy gain of 1.6—3.3%. SHAP analysis confirms the dominant role of spatial factors, while qualitative
property characteristics also contribute meaningfully to model output. The multimodal approach
delivers higher accuracy and interpretability than conventional single-source models, demonstrating its
applicability to mass appraisal tasks and its practical value for the banking sector, real estate developers,
and valuation firms. The theoretical contribution of this work lies in identifying a viable direction for
the development of valuation methodology in the era of digital data. The approach does not substitute
for expert judgment. It reinforces it, providing practitioners with a scalable, reproducible, and objective
analytical instrument that formally incorporates both spatial and semantic context. The results have
practical relevance for real estate lending institutions, valuation companies, and entities owning or
managing commercial property portfolios. They are also directly applicable to regional state budgetary
institutions of the Russian Federation responsible for cadastral valuation, and to Rosreestr (the Federal
Service for State Registration, Cadaster and Cartography) in its efforts to advance mass property appraisal
methodology at the national level.
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Introduction

The valuation of commercial real estate has tradition-
ally been regarded as a domain of professional expertise,
where the appraiser’s judgment and ability to interpret
heterogeneous information about a property and market
conditions play a central role. In the street retail seg-
ment-ground-floor commercial units with direct street

frontage, forming a key part of urban retail infrastruc-

ture and serving as collateral in secured lending — the
quality requirements are especially demanding. Loca-
tion, pedestrian and vehicle traffic, the physical condi-
tion of the premises, display glazing, and building char-
acteristics all need to be accounted for.

The expansion of digital real estate platforms has
made large volumes of market data available in prin-
ciple. In practice, however, full access to such data is
typically restricted to the platforms themselves, and



obtaining it externally involves considerable cost.
Under these conditions, traditional manual valuation
is not only labor-intensive and difficult to scale, but
also lags behind automated models in processing speed
and resilience to incomplete or heterogeneous data.

For banks, developers, and property-owning com-
panies, commercial real estate is not merely a one-off
valuation object, it is a managed portfolio asset. The
multimodal approach developed in this paper also has
potential applications in the state cadastral valuation
system. Under Federal Law No. 237-FZ of July 3, 2016
on State Cadastral Valuation, and the Methodological
Guidelines approved by Rosreestr Order No. P/0336 of
August 4, 2021, cadastral value is determined through
mass appraisal methods grounded in statistical mod-
eling of value-influencing factors. The methodology
introduced here integrating geospatial data and text-
derived features extracted via language models, enables
a more complete account of those factors and improves
forecast accuracy. This opens the door to its adoption
by regional state budgetary institutions conducting
cadastral valuation, as well as by Rosreestr in updating
its mass appraisal methodological framework.

Value indicators and their drivers feed into a range
of management decisions, including:

¢ lending and collateral management;
# portfolio risk profile monitoring and review;

# property acquisition and disposal decisions, portfo-
lio rebalancing;

¢ justification of lease rates and contract terms;
¢ investment planning for asset modernization and

renovation, at both the individual property and port-
folio level.

In this context, automated valuation functions as a
component of the management loop-one that ensures
regularity, comparability, and scalability in measur-
ing value and its determinants. This point is explic-
itly noted in professional and supervisory documents
on the use of automated models and valuation quality
standards.

It should be noted that commercial real estate valu-
ation is not, in corporate or banking practice, an end in
itself. It is an element of the management loop, where
value and value drivers inform decision-making. Pro-
fessional valuation standards explicitly recognize sce-
narios in which automated valuation outputs may be
used within a report or process, and they emphasize
that responsibility for the final result and professional
judgment remain critical, meaning the “expert in the
loop” is a condition of deployment [1]. Research into
AVM and machine learning models for commercial
real estate should therefore be situated within business
informatics, as a problem of building reliable analytical
services to support management decisions.

1. Literature review

The traditional methodological foundations of val-
uation practice have long constrained the scalability of
expert appraisal, limited by specialist resources, proce-
dural costs, and the length of the valuation cycle. This
becomes particularly acute when portfolios require
regular monitoring.

Against this backdrop, interest in automated valua-
tion models has grown steadily among practitioners. At
the European level, the widespread adoption of auto-
mated valuation has already been noted, along with the
need for standards governing their use: quality con-
trol, governance, transparency, and data integrity. The
Royal Institution of Chartered Surveyors (RICS) has
addressed the automation of valuation processes and
the requirements for their correct application [1]. As
Darée, Schmidt and co-authors show, commercial real
estate valuation in the banking sector is a critical com-
ponent of risk management and collateral quality con-
trol; regulatory and supervisory materials emphasize
the need for current market information and sound
validation procedures [2].

At the academic level, the literature documents a
sustained shift from classical regression models toward



machine learning algorithms, which handle non-line-
arities and feature interactions more effectively [3—7].
Price index construction and individual property val-
uation have received the most theoretical attention
[3, 4]. The potential of machine learning for more
comprehensive commercial real estate market moni-
toring is examined by a team from the University of
Regensburg [5].

Interpretable models have become an important
research direction. Several studies argue that accuracy
gains alone are insufficient for adoption in professional
practice: factor contribution must be explainable, for
instance, through SHAP or feature attribution meth-
ods, and aligned with the logic of valuation activity and
risk control [4, 6].

As open and commercial geospatial data sources
have expanded, along with the tools to process them,
spatial features have taken on considerable impor-
tance in real estate valuation: accessibility character-
istics, infrastructure density, agglomeration effects,
and spatial price autocorrelation. Review and meth-
odological studies show that GIS-derived factors
improve valuation quality and allow formalization
of what appraisers previously accounted for through
heuristic judgment [8].

For machine learning models, geospatial data are
especially valuable. They allow us to take into account
the heterogeneity of markets and the locational con-
text — a key factor in value — without reducing it to
crude categorical characteristics. Work by Kuklik,
Miiller, and Beverungen demonstrates the integra-
tion of GIS and deep learning for automated valua-
tion through richer location and neighborhood rep-
resentation [9]. In applied research by Kang, Zhang,
and co-authors, multi-resource geodata, including
mobility data, points of interest (POIs), and transport
accessibility, are used for price estimation and analy-
sis tasks, resulting in improved quality and explain-
ability compared to models based solely on tabular
object characteristics [10].

Geospatial data integration is thus regarded as one
of the most productive avenues for improving AVM
and ML model accuracy, particularly where property
descriptions are incomplete and the urban environ-
ment is highly heterogeneous.

A separate strand of research addresses hedonic
models, big data, and contemporary ML approaches
to real estate valuation. Wei and co-authors trace the
development of hedonic valuation models in the big
data era, while Hernes, Tutak, Nadolny, and Mazurek
examine machine learning applications in valuation
as a distinct area of applied modeling [11, 12]. These
studies show that accuracy improvements come not
only from algorithm selection, but also from expand-
ing the feature space, improving data preparation, and
framing the prediction task correctly.

More recently, theoretical attention has shifted
toward the optimization and use of unstructured data
sources. Such sources attract researchers as a means
of extracting qualitative features that are poorly rep-
resented in tabular data: finish quality, locational
“atmosphere,” functional characteristics of the prem-
ises, display glazing, entrance configurations, and so
on. Text data were long used only as a supplementary
source, but advances in natural language processing
have enabled their systematic application to price
prediction and feature space enrichment [13].

Multimodal models have also developed further,
combining heterogeneous data sources with attention
mechanisms for more precise representation of prop-
erty structure and surroundings; this approach is pre-
sented, among others, by Wang P.-Y. and co-authors
[14]. Recent work by Geerts and co-authors assesses
the capabilities and limitations of LLMs for real estate
valuation, emphasizing the importance of data quality
control, source selection, and interpretability [15].

Within the geospatial field, a separate trend is
emerging toward multimodal and LLM-oriented “geo-
intelligence” models capable of combining spatial rep-
resentations, texts, and other sources for richer con-



textual inference [16]. Along with this, the direction
of multimodal approaches and systems is developing,
aimed at combining different types of data (tabular fea-
tures, text, geodata, images) in a single architecture.
A review by Huang, Li, Chen, and Liang argues that
the gains come primarily from source complementarity
and sound fusion architecture design [17].

Review studies on real estate price forecasting con-
firm that model quality depends substantially on the
composition of input data: structured property attri-
butes, spatial context, text descriptions, images, and
other information sources [18]. Systematic reviews of
Al and ML approaches (including work by Tékouabou
and co-authors) also confirm that further progress in
automated valuation is tied to combining different data
types, improving model interpretability, and validating
applicability within real management processes [19].

From a business informatics perspective, what
matters is not only model construction, but also its
potential integration into digital services and organ-
izational management loops. Research on digital
transformation in real estate shows that smart real
estate development and analytical platforms are asso-
ciated with a shift from one-off valuation procedures
toward regular monitoring of assets and portfolios
[20]. Russian-language studies of the real estate mar-
ket also note the promise of machine learning meth-
ods, though limitations remain regarding data avail-
ability, reproducibility, and the integration of results
into organizational management processes [21—25].
Russian research addresses both general problems of
real estate value modeling and applied tasks involving
commercial property valuation, artificial intelligence,
and geo-analytics. At the same time, a scientific and
practical gap remains in reproducible multimodal
solutions for commercial real estate on local markets
that simultaneously satisfy interpretability require-
ments and allow integration into organizational man-
agement processes. The most promising frontier in
this field lies in translating accumulated theoreti-
cal and practical knowledge into a fully operational
analytical service capable of supporting management
decisions under conditions of digital transformation
in the real estate sector.

2. Methods

The methodology encompasses dataset construc-
tion, stepwise enrichment of the feature space with geo-
spatial characteristics (coordinates and distances) and
interpretable features extracted from text descriptions
via the Russian-language GigaChat language model.
Modeling relies on gradient boosting algorithms (Cat-
Boost and LightGBM), with hyperparameter optimi-
zation on the training sample through cross-validation
and final quality assessment on a held-out test set.

The experimental logic rests on the sequential
expansion of the feature space for a commercial real
estate valuation model in the street retail segment.
This design allows the contribution of each data type
to predictive accuracy to be assessed in isolation. Three
interrelated model configurations are constructed,
each building on the previous one.

The first configuration (Baseline) includes only
structured features typically present in property list-
ings: floor area, floor level, intended use, building char-
acteristics, administrative district, and pricing param-
eters. These data constitute the minimum information
set available without recourse to external sources or
data enrichment methods.

The second configuration (Baseline + GEO) extends
the baseline by adding geospatial features. Property
addresses are geocoded to coordinates, after which
distance to the city center and distance to the nearest
metro station are calculated. These variables quantify
locational effects that appraisers traditionally account
for in manual valuation but that are rarely formalized
in tabular data.

The third configuration (Baseline + GEO + LLM)
supplements the model with interpretable qualitative
features extracted from text descriptions via a language
model. Listing texts contain important characteristics —
ceiling height, display glazing, separate entrance, fin-
ishing details — that are often absent in structured
form. The language model extracts these parameters



systematically and integrates them into the model,
forming a multimodal feature space. This approach
reconstructs part of the logic of traditional appraisal
practice, in which qualitative property characteristics
carry significant weight.

The full dataset comprises 18,416 street retail prop-
erties located in Moscow and the Moscow region. It
contains 50 features of varying types, including struc-
tured property attributes, geospatial data, and inter-
pretable LLM-derived features.

A unified gradient boosting framework CatBoost
and LightGBM is applied across all three configura-
tions. These algorithms handle missing values well,
capture non-linear feature interactions, and perform
efficiently on large samples, making them well suited
to real estate valuation tasks. Hyperparameter optimi-
zation uses automated search procedures that ensure
stability of results.

Model quality is assessed across several metrics:
mean absolute percentage error (MAPE), mean abso-
lute error (MAE), root mean square error (RMSE),
and the coefficient of determination (R?). Using
multiple metrics allows a comprehensive evaluation
of predictive accuracy, while statistical tests for paired
samples provide verification of the significance of
differences between model configurations.

SHAP value analysis is used for result interpreta-
tion, quantifying each feature’s contribution to the
value prediction. This ensures model transparency and
makes it possible to align model behavior with the pro-
fessional logic of valuation practice, where identifying
value drivers and their influence is a central element of
expert analysis. Model inputs are:

1. Structured property characteristics.

2. Geospatial features of the surroundings and
accessibility.

3. Text descriptions, from which additional features
are extracted automatically.

For reproducibility, unified English-language vari-
able names are used throughout the dataset. The vari-
able price_per _sq m denotes the unit price of the prop-
erty in RUB/m?; area is the floor area; floor is the story
on which the property is located; /atitude and longitude
are the property’s geographic coordinates; distance
to_center_km is the distance to the Moscow city center
in kilometers. Features extracted from text descriptions
by the language model carry the prefix llm_: llm_has_
showcase indicates the presence of display glazing, and
llm_ceiling height gives the ceiling height extracted
from the listing description.

The model outputs a predicted unit value or rental
rate, depending on the task formulation, along with a
decomposition of factor contributions, interpretable as
an explanation for quality control and decision-mak-
ing purposes. Explainability through SHAP enables
identification of key value drivers, assessment of model
stability, detection of atypical objects and outliers, and
generation of grounds for management action: revalua-
tion, further review, or correction of input data.

Outlier handling was conducted in two stages. In the
first stage, following filtering of data to Moscow and
removal of records with missing values (resulting in
n = 14,469 observations), the target variable (unit price
price_per _sq _m) was analyzed. Outliers were identified
using the interquartile range (IQR) rule: observations
falling outside the interval

[Q1 — 1.5-IQR; Q3 + 1.5 - IQR],

where Q1 and Q3 are the first and third quartiles and
IQR = Q3 — QI, were classified as outliers.

To eliminate the influence of extreme values while
preserving sample size, winsorisation was applied:
values below the lower bound were replaced with the
lower bound, and values above the upper bound with
the upper bound.

At the second stage, already within the framework
of the model-building experiment, a procedure for



detecting and removing outliers on the training sample
was implemented. After splitting the data into training
(80%) and test (20%) sets, IQR bounds were recalcu-
lated on the training sample’s target variable. Observa-
tions falling outside these bounds were removed from
the training set only; the test set remained unchanged
to ensure objective quality assessment. This two-stage
strategy guarantees that outlier information does not
leak from the test into the training set, and ensures
result reproducibility. In this study, winsorisation in
the first stage eliminated all outliers, so the second
stage produced no additional removals, but it is fully
implemented in the code and ready for use with raw
unprocessed data.

The initial distribution of unit price was right-
skewed, with a skewness coefficient of 0.83 before pro-
cessing. To bring the distribution closer to symmetry
and improve convergence of the gradient boosting
models, a logarithmic transformation was applied:

Yie = 100y,
where y is the unit price in RUB/m?2.

After log-transformation, the skewness coefficient
fell to —0.23, indicating near-normality. All mod-
els were trained on the log-transformed variable; for
final metric calculation (MAPE, MAE, RMSE, R?),
predictions were converted back to the original scale
via exponentiation.

3. Results

The statistical characteristics of the target variable,
the unit price of commercial real estate, following data
filtering for Moscow and removal of records with miss-
14,469) are presented in Fig. 1. The
mean unit value was 298,000 RUB/m?, the median
268,000 RUB/m?, and the skewness coefficient 0.83.
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Fig. 1. Distribution of unit price (thousand RUB/m2) before winsorisation.
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Fig. 2. Distribution of unit price (thousand RUB/m?) after winsorisation.

Within the experiment, an outlier detection pro-
cedure was also implemented: the interquartile range
(IQR) bounds were calculated exclusively on the train-
ing sample. Figure 2 presents the distribution of unit
price following the application of winsorisation.

The vertical line in Fig. 2 corresponds to the upper
IQR bound (659,000 RUB/m?), calculated on the
training sample during the experiment.

Log-transformation of the target variable further
reduced distributional skewness (the skewness coeffi-
cient of the log-transformed values was —0.23) which
contributed to more stable training of the gradient
boosting models and improved forecast accuracy.

The filtered subsample of 14,469 observations was
used for machine learning model construction. This
filtering was necessary to ensure homogeneity of mar-
ket conditions, comparability of properties, and cor-
rectness of the geospatial analysis. This subsample was
used for all subsequent steps: training and test set for-
mation, metric calculation, and SHAP analysis.

To test the research hypotheses, three model con-
figurations were estimated: the baseline (Baseline), a
configuration extended with geospatial features (Base-
line + GEO), and the full multimodal configuration
(Baseline + GEO + LLM). All models were trained on
the same sample using CatBoost and Light GBM algo-
rithms. Results are presented in Table 1.

Comparison across model configurations shows
a consistent improvement in predictive quality as
the feature space expands. The addition of geospa-
tial features produces the most substantial reduction
in error: for CatBoost, the improvement amounts
to 4.38 percentage points of MAPE (approximately
17.3%), and for LightGBM, 5.02 percentage points
(approximately 20.1%). This is confirmed by the R?
values presented in Fig. 3, which reflect a clear gain
in explanatory power following the inclusion of loca-
tional factors. This part of the experiment fully sup-
ports the hypothesis regarding the significance of
spatial context for street retail valuation, and is con-
sistent with the SHAP analysis, in which features
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related to distance to the city center and geographic
coordinates occupy leading positions.

The addition of interpretable text-derived features
extracted by the language model yields a moderate
but consistent improvement in model quality: MAPE
decreases by 0.33 percentage points for CatBoost and

by 0.65 percentage points for Light GBM, correspond-
ing to a relative improvement of 1.6—3.3%. Despite
the smaller magnitude compared to the geospatial
features, the effect remains statistically significant
according to both the paired 7-test and the Wilcoxon
test (p < 0.05). These results indicate that semantic

Table 1.
Prediction accuracy metrics for three feature configurations
Feature set ‘ Algorithm MAPE. % MAE. RUB ‘ R
Baseline CatBoost 25.28 66717 0.6024
Baseline LightGBM 24.99 64536 0.6433
Baseline + GEQ CatBoost 20.90 55372 0.7135
Baseline + GEQ LightGBM 19.97 51815 0.7409
Baseline + GEQ + LLM CatBoost 20.57 54665 0.7261
Baseline + GEQ + LLM LightGBM 19.32 50271 0.7615
MAPE (%) R
25 - —— CatBoost 0.76 7
—— LightGBM 0.74
24 ‘
0.72
23 0.70
” 0.68
0.66
21 —— (CatBoost
064 ™
: —— LightGBM
20 7 0.62
060 -{ 8
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Fig. 3. MAPE and A for CatBoost and LightGBM across three feature configurations.
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property characteristics, reflecting functional quality,
carry additional information not available in tabular
data.

Factor influence was interpreted through SHAP
analysis applied to both final models. The feature
importance ranking for LightGBM (Fig. 4) confirms
the dominant role of geospatial variables: distance
to_center_km (distance to the Moscow city center in
kilometers), longitude, and latitude. These features
form the core of the model and capture the effect
of spatial position on property value. Structural fea-
tures, namely area (the area of the facility) and floor
(the floor of the object location), retain stable influ-
ence consistent with classical valuation approaches.
Of particular interest is the position of the LLM-
derived features: /Im_has _showcase (presence of dis-
play glazing) and [llm_ceiling height (ceiling height
extracted from the listing text) rank 8th and 9th in the

distance_to_center_km
longitude
area
floor
district

latitude —
domain
lIm__has_showcase
[Im__ceiling__height
number_storeys

metro_station_distance —

-08  -06

-04

importance ranking, confirming their contribution to
the final predictions.

The same importance structure is observed in the
CatBoost model (Fig. 5), which underlines the stability
of the findings regardless of the algorithm used.

The experimental results thus demonstrate that
geospatial data provide the most significant gain in
both predictive accuracy and explanatory power,
while the integration of LLM-derived features allows
further improvement by capturing qualitative property
characteristics absent from the original data structure.
The best results are obtained for Light GBM with the
full feature set, making this multimodal configuration
the preferred choice for practical automated valuation
tasks in the street retail segment.

For visual assessment of prediction quality, Fig. 6
presents a scatter plot of actual versus predicted unit

high

Feature value

low

-0.2 0.0 0.2 04 0.6

SHAP value (impact on model output)

Fig. 4. Distribution of feature importance (SHAP values) for LightGBM (Optimized).
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Fig. 5. Top 15 most important features for the optimized CatBoost model
(Baseling features, Geospatial features, LLM-derived features).

price values on the test sample for the best-performing
model, Light GBM with the full feature set after hyper-
parameter optimization. The majority of points clus-
ter along the line of perfect prediction, indicating high
model accuracy. Deviations from the line increase at
higher price levels, which is typical of models trained
on a log-transformed target variable. The MAPE and
R? values shown on the plot confirm the effectiveness
of the approach.

4. Discussion

The results demonstrate that a multimodal data-
set fundamentally changes both the quality and the
internal structure of a commercial real estate valua-
tion model. Geospatial features contribute the most
to accuracy gains, confirming the role of location as
a foundational determinant in classical valuation the-
ory. Formally incorporating distance to the city center,
geographic coordinates, and other spatial variables
translates the intuitive, practice-based knowledge of
appraisers into a reproducible quantitative format.

The substantial reduction in error following the addi-
tion of geospatial features (17—20% depending on the
algorithm) indicates that spatial context is the primary
determinant of market value in a large metropolitan
area with a pronounced polycentric structure.

Augmenting the model with interpretable semantic
features extracted from text descriptions via GigaChat
yields a further accuracy gain, albeit of smaller mag-
nitude than the geospatial contribution. This is logi-
cal: qualitative property characteristics (ceiling height,
display glazing, entrance configurations) are genuinely
priced by the market, but their influence is less univer-
sal than that of spatial position. Listing texts contain
latent structured information that appraisers have tra-
ditionally analyzed manually; it is now accessible for
automatic integration into the model.

One interesting observation concerns the direction
of SHAP values for certain semantic features, display
glazing, in particular. This may reflect sample-specific
patterns: glazed shopfronts are often associated with
peripheral locations, retail galleries, or everyday con-
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Fig. 6. Comparison of actual and predicted unit price values on the test set for the LightGBM model
with the full feature set after hyperparameter optimization.

venience retail, which can reduce their effect on unit
value. This finding highlights the importance of con-
textual interpretation and illustrates that the multi-
modal model does not replace the expert, but rather
requires expert involvement in analyzing factors tied to
qualitative property characteristics.

The feature importance structure confirms the
coherence of the three data types. The configuration
reflects the economic logic of street retail pricing: value
is determined by a combination of factors in which spa-
tial context dominates, while qualitative characteristics
amplify or attenuate the baseline effect.

A common objection to machine learning in valu-
ation practice concerns the reproducibility of results
and their compliance with federal valuation standards
(FSO). In this study, particular attention was paid to
reproducibility: a fixed random seed (SEED = 42)
was used throughout all experiments, guaranteeing
identical sample splits when calculations are repeated.
Algorithm parameters (number of iterations, tree
depth, learning rate, and others) are documented in the
text and can be directly replicated by other researchers.
The use of cross-validation with a fixed split further
supports the stability and repeatability of estimates.



It is important to stress that the approach does not
contradict traditional expert valuation, it complements
it. The role of professional judgment remains cen-
tral; automation merely formalizes the treatment of a
large number of factors, including geospatial and tex-
tual ones. Current standards (FSO No. 7, for instance)
permit the use of mathematical models provided their
validity is justified and adequacy verified. The develop-
ment of machine learning methods will, in time, lead
to refinement of the regulatory framework, and this
paper demonstrates one viable path toward that devel-
opment, contributing to greater accuracy and objectiv-
ity in commercial real estate valuation.

It should also be noted that the valuation commu-
nity currently faces resource constraints in adopting
modern analytical tools. However, the accumulation of
open data, the availability of computational environ-
ments, and the emergence of accessible software inter-
faces are gradually lowering this barrier. The meth-
odology presented here can serve as a foundation for
developing accessible valuation support services that
do not require deep programming expertise from the
practitioner.

Conclusion

The inclusion of geospatial features produces a
significant (p < 0.05) reduction in mean absolute
percentage error (MAPE) of 17.3% for CatBoost
and 20.1% for LightGBM relative to the base-
line model. The integration of LLM-derived fea-
tures (ceiling height and display glazing) yields a
further significant accuracy improvement of 1.6%
and 3.3% respectively. The best overall result was
achieved by the multimodal LightGBM model

(MAPE = 19.32%, R* = 0.7615). The multimodal
methodology, combining tabular, geospatial, and
text-derived features, delivers a substantial gain
in both accuracy and reproducibility, formalizing
and automating the treatment of factors that have
traditionally remained within the domain of expert
judgment. SHAP analysis confirms the dominant role
of spatial factors and the meaningful contribution of
qualitative property characteristics.

The experimental results, obtained on a represent-
ative Moscow sample, support the following conclu-
sions: spatial context is the primary driver of value; text
data contain latent semantic information that is mean-
ingful for valuation; and the multimodal approach is
effective.

Directions for future research include extending the
multimodal framework through the incorporation of
new data types (facade imagery, for instance), more
detailed analysis of transport and pedestrian acces-
sibility, and adaptation of the methodology to the
residential segment, alongside further work on LLM
validation and calibration for property attractiveness
assessment and valuation tasks.

The approach also has potential for adaptation to
state cadastral valuation. Its application would improve
the objectivity and economic soundness of cadastral
values for commercial real estate, in line with the mass
appraisal quality requirements established by Russian
legislation.

An important avenue for future work is the inte-
gration of official real estate transaction data, access
to which is expanding under state open data policy.
This would improve model accuracy, in particular
by accounting for negotiation discounts, and provide
more reliable validation of mass appraisal results. B
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